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Mueller polarimetry is increasingly recognized as a powerful modality in biomedical imaging. Neverthe-
less, principled statistical analysis procedures are still lacking in this field. This paper presents a complete
pipeline for polarimetric bioimages, with an application to ex vivo cervical precancer detection. In the pre-
processing stage, we evaluate the replacement of pixels by superpixels. In the analysis stage, we resort to
decision theory to select and tune a classifier. Performances of the retained classifier are evaluated. Deci-
sion theory provides a rigorous and versatile framework, allowing generalization to other pathologies, to
other imaging procedures, and to classification problems involving more than two classes.
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1. INTRODUCTION

Optical tissue diagnosis is an important tool for the clinician,
because of its low cost, non invasiveness, and high sensitivity
allowing early detection. This technique allows to define reliable
and pertinent resection margins in case of surgery.

In the realm of optical imaging techniques, Mueller polarime-
try stands as a powerful modality delivering thorough informa-
tion related to the biological phenomena at stake or the physical
structure of materials. Generally speaking, polarimetric im-
ages provide information which is lacking in intensity images.
Mueller polarimetric imaging has for example been successfully
applied to cervical precancer diagnosis [1, 2], tissue diagnosis
(see [3, 4], and see e.g., [5] for a broader point of view), skin
probing [6], and materials classification [7–10].

Given the 16 parameters of the Mueller matrix (multiplied
by the number of wavelengths at which the measurements are
carried out), the full power of Mueller imaging is achieved only
when a proper identification of the polarimetric signatures is
performed (for example of healthy tissue versus diseased tissue).
There is still a gap between Mueller imaging devices, which
have been given much scientific interest, on the one hand, and
data processing and statistical analysis of Mueller measurements
on the other hand. Several conventional classification strategies
have been applied to Mueller data, including linear classifiers
(linear discriminant analysis and principal component analy-

sis), classification trees, support vector machines, and partial
least squares (see e.g., [1, 7, 10–12]). The article by Vaughn
et al. indicates the need for a nonlinear classification scheme,
and proposes nonlinear support vector machines over nonlinear
Mueller parameters [10]. The article by Hoover et al. proposes
a nonlinear modeling of principal components [7]. Strategies
related to model training and classification can also be found
in some works (see e.g., the case of support vector machines
[10], with nested cross-validation for training, and empirical risk
minimization for model selection).

In this work, we are proposing a global statistical framework
based on decision theory, which may be generalized and used
in any biological tissue diagnostic case or materials classifica-
tion problem. Nonlinear classification, nested cross-validation,
empirical risk minimization, and weighting the probability of
errors relatively to the importance of those errors are features
of the proposed approach. Our main contributions for the pre-
processing aspect are the incorporation of physical admissibility
constraints and the use of superpixels to tackle information
redundancy in the vast amount of data available. On the classifi-
cation side, we propose a statistically loss-risk based approach
combined with various machine learning tools, to differentiate
normal tissue from precancerous one. Grounding the algorithm
on such a decision-theoretic basis allows to address cases where
more than two labels are at stake. We provide tools to identify
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polarimetric biomarkers and to select automatically the optimal
classifier among a given set. Performance scores that might be
expected on unseen tissues are computed. The pathology of
interest in this article is cervical cancer, but the preprocessing
and classification procedure proposed may be applied to a much
broader class of pathologies.

In this article, we propose a low-level approach where the
entity of interest is the pixel or the superpixel. This is to be
opposed to higher level approaches, where the goal is to identify
whether cancer or precancer is present in an entire image, or
in an image tile, or in an image patch (see e.g., [13, 14]). The
methodology proposed here might be considered for future
incorporation in higher level approaches.

This article is structured as follows: the next section describes
the imaging setup and the image database. The third section
deals with the data preprocessing part of the pipeline. The fourth
section addresses the classification procedure adopted. Results
are detailed in the fifth section. Conclusions are drawn and
perspectives given in the final section.

2. IMAGING SETUP AND DATABASE

The multispectral imaging Mueller polarimeter in backscattering
configuration used for the ex vivo analysis of specimens of the
uterine cervix is detailed in [1]. It has been designed according
to the results of a case study published in 2013 [15]. This case
study demonstrated that polarimetric imaging in the visible
range holds potential for distinction between healthy and pre-
cancerous tissue. Shorter wavelengths probe areas closer to the
epithelium (where the infection by HPV responsible for cervical
cancer takes place) whereas longer wavelengths give insights in
the underlying tissue architecture. Taking advantage of this case
study, three different wavelengths (450, 550, and 600 nm) have
been chosen for the present investigation.

The current study includes a total of twenty three coniza-
tion specimens obtained as part of a larger study conducted in
collaboration with the University Hospital of Kremlin-Bicêtre.
Patients included in the study have been scheduled for a preven-
tive surgical excision of the uterine cervix following a standard
medical procedure (e.g., after detection of abnormal cells by the
Pap smear followed by detection of a high-grade lesion by col-
poscopy and biopsy). Measurements on the surgical samples
were performed in the department of anatomic pathology after
fixation in formalin and prior to further processing by clinicians
according to the conventional protocol. Fixation time was set to
24 hours after reception of the fresh sample in the department.

As described in [1], a special procedure has been designed
yielding an accurate histopathological mapping of the precancer-
ous lesions in the polarimetric images. This mapping will con-
stitute the ground truth for the present study. On the 23 tissues
available, 56 zones of interest have been delineated and labeled.
A given zone comprises from 900 to 7000 pixels, corresponding
to 20 to 250 groups of similar pixels, named superpixels (see
Fig. 3). All pixels of a given zone have been tagged with the
same label by the clinician.

As in [1], the aim of this study is to differentiate high-grade
cervical intraepithelial neoplasia (CIN 2-3) from healthy squa-
mous epithelium (EMS).

3. DATA PREPROCESSING

In the Mueller imaging framework, the noisy raw radiance I (s)
acquired at pixel s is linked to the 16× 16 polarization Mueller

matrix (PMM) P and the unknown 16× 1 vectorized Mueller
matrix M? (s) at pixel s, obtained by stacking the columns of the
4× 4 Mueller matrix M? (s), by the observation equation

I (s) = PM? (s) + ε? (s) , (1)

where ε? (s) accounts for (unknown) observation noise and mod-
eling errors. Radiance is acquired at three different wavelengths
[1]. The wavelength is not mentioned in the observation equa-
tion for the sake of clarity.

Mueller parameter estimation is carried out using pseudo-
inverse under admissibility constraints, as

M̂ (s) = arg min
M∈M

‖I (s)− PM‖2 , (2)

whereM denotes the set of physically admissible vectorized
Mueller matrices. The reader is referred to [16] for details about
the optimization procedure used. Estimation is carried out inde-
pendently for each wavelength.

At this step, pixels exhibiting a depolarization power lower
than 0.6 at 550 nm are set aside from the study, since they are
considered as being contaminated by specular reflection (see
also [1]).

Since the amount of pixels at stake is enormous whereas the
field of Mueller matrices exhibits redundancy, data reduction can
be taken advantage of. We chose to group similar neighboring
pixels in superpixels [17, 18]. Generally speaking, superpixels
adhere to boundaries. In the present work, superpixels are de-
termined considering all Mueller channels and all wavelengths
jointly. Thereby, only pixels with a similar behavior across all
wavelengths are grouped. Besides, such a grouping is achieved
zone by zone, thus ensuring that all grouped pixels share the
same label. This comes at negligible information loss, and does
not smooth boundaries. In practice, this allowed us to reduce
the volume of data by a factor 27.

Each superpixel is now equipped with three physically ad-
missible Mueller matrices (one matrix for each wavelength).
To enhance the performances of the forthcoming classification
procedure and give the classifier more grip onto the data, we sup-
plemented each superpixel with physical parameters stemming
from the Mueller matrix: four parameters (scalar retardance,
linear retardance, depolarization, and orientation of the birefrin-
gence slow axis) were incorporated for each wavelength, thus
yielding 3× (16− 1 + 4) = 57 parameters for each superpixel
(the latter ”−1” results from the exclusion of the first coefficient
of Mueller matrices, which is always equal to one as a result of
normalization). Those nonlinear additional physical parameters
may also improve the physical interpretability of the retained
classifiers and shed light on the physical phenomena at stake.
The resulting vector of so-called Mueller parameters is denoted
xn in the sequel, where n indexes the superpixel.

A flowchart of the global processing pipeline is given in Fig. 1.

4. CLASSIFICATION PROCEDURE

The problem at hand now is a classification one. Considering a
measurement set {(xn, cn) , n = 1, . . . N} of Mueller parameters
xn and labels cn, where N is the total number of superpixels, the
goal is to select automatically a classifier (a decision function)
ĉ : x 7−→ ĉ (x) able to classify an unseen vector x of parameters.

A confusion matrix point of view analysis sheds interesting
light on the proposed classification procedure. The goal is to link
the approach with specificity and sensitivity scores, as well as
with classification accuracy and average class accuracy, which
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Fig. 1. Flowchart of the general processing pipeline. The classification procedure is detailed in Fig. 2.

are classically used in classifier assessment. Such an analysis is
proposed in the appendix section, at the end of the article.

A. Loss and risk
In a decision-theoretic approach, a loss function ` (a, b) has to be
considered, where ` is the cost incurred if a is the true label (the
true class), and b is the predicted label, issued by the classifier. A
loss ` may be considered as a realization of the random variable
L. The rationale for choosing the most pertinent classifier is
to minimize the risk R = E [L] (see e.g., [19, 20]). Risk mini-
mization allows to select a classifier among a set of candidates.
It also allows to determine the optimal set of variables (i.e., of
Mueller parameters) and to learn the parameter values for a
given classifier.

The risk writes

R = E [L] = ∑
c

∫
x

p (X = x, C = c) ` (c, ĉ (x)) dx, (3)

where c is the true label and ĉ (x) the label issued from the clas-
sifier. In practice, the distribution p (X = x, C = c) is unknown
and has to be learnt from available data.

We consider that each labeled tissue sample bears partial in-
formation about the underlying distribution. This information
comes in the form of samples (xn, cn). The realization cn is con-
stant on a zone. A tissue sample may encompass different zones,
each zone having its own label. Different labels may therefore
be present in a given tissue sample. Moreover, we suppose
p (C = c) to be uniformly distributed among labels: we do not
assume that the prior distribution p (C = c) is well represented
by the proportions of labels contained in the measurement set.
The reasons motivating this choice are detailed in the sequel.
If needed, this prior distribution can be set to fit any available
knowledge.

We want to avoid that tissues encompassing a lot of pix-
els as a result of labeling by the expert excessively dominate
tissues where much less pixels have been labeled. Such a situ-
ation may lower the detection ability of the classifier, and may
finally impair the global performance. Restoring balance can
be addressed by resampling (see e.g., [10]). Here, we propose
a reweighting approach, by giving equal weight to all tissue
samples: when estimating p (X = x|C = c) from available data,
a tissue sample having many superpixels of a given label will
not contribute more than another tissue sample having few su-
perpixels of the same label. The weight (the contribution) of
a given superpixel of a given tissue sample will therefore be
inversely proportional to the number of superpixels of the same
label in this tissue. The rationale here is that a small zone with a
typical and rare signature should not be overwhelmed during
the learning phase by large zones with signatures occuring more
frequently. Such an enhancement of rare signatures will improve

future identification of similar signatures presented to the clas-
sifier. If overwhelmed by different signatures of the same class,
rare signatures may be left in a zone of the parameter space far
from the bulk of signatures. In such a case, the classification will
be less reliable, as being an issue of extrapolation from classical
and typical signatures related to different tissue types, with an
increased possibility of misclassification.

B. Empirical risk
The riskR also writes

R = ∑
c

p (C = c)
[∫

x
p (X = x|C = c) ` (c, ĉ (x)) dx

]
, (4)

where the part
∫

x
p (X = x|C = c) ` (c, ĉ (x)) dx – the risk con-

ditioned on C – will have to be evaluated using available data.
For tissue sample is, we define the conditional empirical risk
re (is|c) as

re (is|c) =
1

|P (is, c)| ∑
x∈P(is ,c)

` (c, ĉ (x)) , (5)

where P (is, c) denotes the set of superpixels in tissue sample is
with true label c, and |P| denotes the cardinal of the set P . If
label c′ is not represented in a tissue sample, its associated risk
re (is|c′) will be left undefined.

Within the framework defined above, the riskR will be ap-
proximated by the empirical risk re:

R = ∑
c

p (C = c)
[∫

x
p (X = x|C = c) ` (c, ĉ (x)) dx

]
' re = ∑

c
p (C = c) 〈re (is|c)〉is∈S ,

(6)

where S is a set of tissue samples and where 〈zk〉k∈K is the em-
pirical average of the coefficients {zk, k ∈ K} (undefined values
are left out in the computation of the empirical average). The
rationale is that each tissue sample contributes equally to ap-

proximating
∫

x
p (X = x|C = c) ` (c, ĉ (x)) dx for class c, when

this class is represented. The contribution of one given tissue
sample is re (is|c). Since all tissue samples contribute with the
same weight, the overall contribution writes 〈re (is|c)〉is∈S .

In the present study, we considered ` (a, b) = 1− δa,b, where
δa,b is the Kronecker delta. A false positive thus incurs the same
loss as a false negative. In practice, especially in the case of
biological and medical diagnosis, a false negative may be worse
than a false positive. This can easily be accounted for in the
loss ` (a, b). With ` (a, b) = 1 − δa,b, re (is|c) is the empirical
misclassification rate for true label c in tissue sample is.
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We would like to emphasize that the empirical risk re does
not correspond to the average misclassification rate computed
across all superpixels regardless of classes. There are two rea-
sons for that. Firstly, when computing 〈re (is|c)〉is∈S and thus
when computing re, each tissue sample contributes with the
same weight, whereas in the case of average misclassification
rate across superpixels, the relative influence of a tissue sam-
ple depends on the number of its superpixels. As an extreme
example, one may think of a tissue sample having one single
superpixel, supposed to be misclassified. This tissue sample will
play almost no role and have no influence, when facing another
sample having tens of superpixels. In the proposed framework,
the first tissue will have the same influence as if all superpixels
of the second tissue were misclassified. Secondly, when comput-
ing re, p (C = c) is imposed by the model, whereas in the case
of average misclassification rate across superpixels it is imposed
by the data and might therefore not correspond to its theoretical
or wished value.

Enforcing and expliciting such normalizing procedures (nor-
malization 〈re (is|c)〉is∈S across samples conditioned on classes
and normalization across classes by imposing p (C = c)) is also
of interest to the clinician and to the data scientist. This allows
for example to apprehend clearly what effect it has to delineate
a large zone in a given sample, and a small zone in another
sample: the clinician should not refrain from delineating a large
zone in a given tissue, since this will not wash out a smaller zone
in another sample.

C. Variable selection, parameter setting, classifier assess-
ment

This section addresses variable selection, parameter setting, and
classifier assessment aspects of the procedure. The outline is
given in the first subsection. Details are dealt with in the follow-
ing subsections.

C.1. Procedure outline and retained cross-validation scheme

The final classifier will use only a subset of the entire set of
Mueller parameters available, since including irrelevant or re-
dundant parameters in a classifier degrades its overall perfor-
mance. Variable selection will thus have to be incorporated in
the procedure. Moreover, for some classifiers, parameters may
have to be set, as for example the number of nearest neighbors
for a nearest neighbor classifier, or the border for a linear discrim-
inant. Finally, we want to assess model performance (classifier
performance), in order to give the investigator an idea of the
performance that may be expected on new (incoming) unlabeled
data.

All this will be achieved using nested cross-validation (CV).
Inner CV will allow variable selection and parameter setting.
Outer CV will allow model performance assessment.

For the ith
t test run out of a total of It test runs, the set of

tissue samples will be split (outer CV) between test samples,
and train & validate samples. A 50 : 25 : 25 proportion split for
train–validate–test is recommended in [21]. We worked with
a 12 : 6 : 5 split on the 23 available tissue samples. The 12 : 6
split corresponds to 3-fold CV (inner CV), the set of 18 train &
validate samples being split in 3 parts. Each part is successively
used as a validation set, whereas samples from the parts left
are used for training. The 3-fold approach is imposed by the
50 : 25 : 25 proportion split.

We used stratified sampling: in each subset (train, validate,
and test), the proportion of labels is roughly equal to the propor-
tion of labels present in the global set.

An example of tissue samples splits is given in Table 1.
We used a wrapper approach to select the useful Mueller

parameters: the machine learning algorithm itself will select the
variables, the learning algorithm being wrapped in the selection
procedure. A subset of features is thus evaluated based on the
accuracy of prediction using that subset. This is to be opposed to
filtering approaches, where the subset of variables is determined
before learning begins. We used forward selection: the variables
are incorporated one by one, in an incremental greedy search
procedure. The procedure is detailed in the sequel.

Once the variables are selected and the parameters of the
classifier set, the model is retrained on the train & validate set
of tissue samples. The model is then used to predict labels on
the test set of tissue samples. Thus, test samples are unseen
in the whole learning process, which is important to give the
investigator a fair point of view on the quality of prediction to
be expected on new data.

An overview of the classification procedure is given in Fig. 2.
For any type of classifier a wide range of complexity degrees

is evaluated on the training set of tissues (e.g., the number of
neighbors for the nearest neighbor classifier spans a large set of
values, the complexity of classifier trees examined varies from
very simple to very complex). Assessment on the validation set
determines the appropriate degree of fitting, thus precluding
underfitting and overfitting.

Ideally, if data were plentiful, training, testing, and validating
would all be done on separate sets of tissues. This would be
equivalent to having one single test run, and to have tissues ded-
icated to training, whereas other tissues would be dedicated to
validating. But we are in a situation of scarce data. Validating on
a set of completely untouched tissues would yield a assessment
score with high variability, one realization of which would not
be very informative.

C.2. Model fitting

Model fitting (classifier fitting, classifier training) takes place
on the training set of tissue samples (with a view to variable
selection and parameter setting, inner CV) and on the training
and validation set of tissue samples (with a view to classifier
assessment, outer CV).

Each sample (xn, cn) used for fitting the model is given a
weight (see sections 4 A and 4 B). This weight is incorporated in
the model fitting phase. The class prior p (C = c) and the loss `
are used during the model fitting phase as well.

The output of model fitting is a set of classifier parameters val-
ues, such as for example the architecture (nodes and thresholds)
of a classification tree, or the border for a linear classifier.

C.3. Model assessment

Model assessment (classifier assessment) takes place on the vali-
dation set of tissue samples using the model fit on the training
set of tissue samples (with a view to variable selection and pa-
rameter setting, inner CV) or on the testing set of tissue samples
using the model fit on the training and validation set of tissue
samples (with a view to classifier assessment, outer CV).

Let us consider first the case of model assessment on the
validation set (inner CV model assessment). We work here
with 3-fold CV (see above). The model is fit on the training set,
prediction is made on the validation set. Prediction is made
successively on each fold, thus generating at the end one predic-
tion for each tissue present in the train & validation set. Model
assessment is based on this set of predictions. The predictions
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Table 1. Example of the Beginning of a List of Train-Validate-Test Sample Sets of Tissue Samples. Format: [Train-Validate Fold 1]
[Train-Validate Fold 2] [Train-Validate Fold 3] – [Test].

First test run :
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22


−
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20



Second test run :
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21
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8
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−
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Fig. 2. Flowchart of the classification procedure, as a part of the global pipeline (see Fig. 1). Mueller parameter images, label images,
loss function and class priors are also inputs of the pipeline, besides the given classifier. TV samples stands for train and validate
tissue samples.

being supposed to be known, we focus now on the assessment
part.

Let STV(it) be the set of tissue samples used for training and
validation in the itht test run. For any tissue is ∈ STV(it), we
predict labels ĉ (is, n), where n is indexing the superpixels in is.
For sample is, and using the predictions ĉ (is, n), we compute
the empirical risk re (is|c) related to class c (more than one class
may be present in is, yielding several empirical risks) as

re (is|c) =
1

|S (is, c)| ∑
n∈S(is ,c)

` (c, ĉ (is, n)) . (7)

The resulting score (i.e., the empirical risk) for assessment (inner
CV assessment) for the itht test run writes

re = ∑
c

p (C = c) 〈re (is|c)〉is∈STV(it )
. (8)

We now address model assessment on the testing set. Model
assessment on the testing set is similar to model assessment on
the validation set. The model is retrained on the whole train &
validate set of tissues, prediction is made on the testing set of
tissue samples. The testing set of tissue samples depends on the
index it of the test run.

The empirical risk at stake here writes

re (it) = ∑
c

p (C = c) 〈re (is|c)〉is∈STST(it )
, (9)

where STST(it) is the testing set of tissue samples for the itht test
run. We thus get a set of It empirical risks, one risk for each test
run. This set may be represented by different statistics (mean,
median, standard deviation, inter-quartile range, etc). Those
statistics will be used to compare different classifiers, such as for
example k-nearest neighbors (KNN) versus linear discriminant.

C.4. Illustration of variable selection and parameter setting

As an illustration of the variable selection (predictor determina-
tion) and parameter setting procedure, let us take the example
of KNN classification. We consider here, for the sake of clarity,
the simple case of a set of two different models:M1 is the first
model, using one neighbor for classification,M2 is the second
model, using three neighbors for classification. On a given train
& validate tissue sample set, the goal is to select the pertinent set
of variables (Mueller parameters) and to choose betweenM1
andM2.

For modelM1, let us suppose that nv variables have been
incorporated so far. We try to include one more variable. To
this end, we consider incorporating any left out variable (we
consider each left out variable, separately, one by one). We
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compute the empirical risk re corresponding to incorporating
one particular left out variable (see Eq. (8)). The minimum
value of this set of risks (one risk for each left out variable) is
considered. If this minimum risk outperforms the risk re (nv)
with nv variables by at least a threshold τ (i.e., is lower than
re (nv)− τ), the variable corresponding to the minimal risk is
incorporated. Using a non null positive threshold may improve
performance by avoiding overfitting. The process stops when
no candidate variable can successfully be incorporated. A total
of N1

v variables is supposed to be incorporated at the end of
the process. The final risk re

(
M1, N1

v
)

is to be compared to
re
(
M2, N2

v
)

for choosing the model.

5. EXPERIMENTAL RESULTS

We worked with a set of 23 tissue samples, encompassing 150000
pixels or 5550 superpixels (see Fig. 3), depending on the point of
view. Polarimetric measures were taken at 450, 550, and 650 nm.
A total of It = 25 test runs were considered for each experiment.
We worked with the 12 : 6 : 5 split mentioned above for the
train:validation:test partition of samples.

In the first subsection, we deal with classification using scalar
retardance at 450 nm, as advised in [1]. We mainly address
here the preprocessing part of the global pipeline. We evaluate
different possible choices.

In the second subsection, we consider a wider class of polari-
metric parameters, and a broader set of classifiers. The focus
in this part is on the statistical analysis part of the pipeline. We
consider a set of standard classifiers, whose performances are
evaluated in conjunction with a variable selection procedure.
Classifier selection is made between decision stump, classifi-
cation tree, random forest, linear discriminant, naïve Bayes, k-
nearest neighbors, support vector machine (SVM), and partial
least squares (PLS, see e.g., [22, 23]).

We would like to underline the fact that in the entire analysis
that will take place, the labeling (the ground-truth) is supposed
to be perfect. This might not be the case, and as a consequence,
the performances obtained here might underestimate the perfor-
mances that could be obtained on perfectly labeled data.

A. Classification using scalar retardance at 450 nm with a fo-
cus on preprocessing

Experiment 1: we pooled all pixels and determined the threshold
yielding equal values for specificity and sensitivity. We got
sensitivity = specificity = 79.4 %, for a threshold of 8.90. This is
consistent with the results of [1], the slight variation in threshold,
sensitivity, and specificity resulting from a variation in the data
used (tissues have been added to the database since the work [1]).
Besides, estimation is done here under physical admissibility
constraints, which was not the case in [1]. This is also a source
of variation.

Experiment 2: in the same framework as above, we consider
superpixels instead of pixels. We get sensitivity = specificity =
81.3 %, for a threshold of 8.57.

The results are improved using superpixels, along with a 27
times data volume reduction (there are 27 times less superpixels
than pixels).

The problem in those experiments is that training and test-
ing are achieved on the same dataset, which is known to yield
overoptimistic results.

Experiment 3: to address the problem mentioned, we resort
to cross-validation. On each test run, training is done on the
train & validate tissue sample set, assessment is done on the
test tissue sample set. For each run, the threshold is set so as to
enforce equality between specificity and sensitivity. All learning
pixels are pooled and given the same weight. Prediction is now
done about 865000 times (prediction can occur several times for
a given pixel).

The thresholds belong to [7.14 ; 10.29]. If we pool all predic-
tions in a single confusion matrix, we get: specificity = 76.7 %,
sensitivity = 75.8 %.

The results can also be analyzed tissue sample by tissue sam-
ple. Since prediction can be made several times for a given tissue
sample, we first average specificity (if defined) and sensitivity (if
defined) across runs but for fixed tissue sample. In practice, such
averages involve similar values, since the prediction quality for
a given tissue sample does not vary much across runs. We then
compute statistics on the set of specificities on one hand, on the
set of sensitivities on the other hand. We denote respectively
minimum, maximum, average, and quartiles as m, M, a, q1, q2,
q3. We get (in %)

m q1 q2 q3 M a

specificity 48.2 89.3 93.9 98.2 100 88.2

sensitivity 0.12 78.7 92.3 97.7 99.7 79.6

As expected, we get results of lower quality than the results
of experiment 1 (see the specificity and sensitivity extracted from
the confusion matrix devised using pooled predictions, respec-
tively 76.7 % and 75.8 %, compared to 79.4 % in experiment
1). Besides, using several statistics unveils interesting informa-
tion, which remains hidden if using only average specificity and
average sensitivity (column a in the table). It appears that the
median values (q2) are quite satisfying, and that some tissue
samples are poorly labeled by the classifier (see m and q1, which
are rather low). The presence of such tissues deteriorates the
average values.

Experiment 4: the previous experiment is run on superpixels.
Prediction is now done about 32000 times (prediction can occur
several times for a given superpixel). The thresholds belong to
[6.55 ; 10.08].

If we pool all predictions in a single confusion matrix, we get:
specificity = 77.9 %, sensitivity = 76.2 %.

Analyzing the experiment tissue sample by tissue sample
yields the following table

m q1 q2 q3 M a

specificity 47.1 91.8 94.7 99.3 100 89.4

sensitivity 0 82.3 97.4 99.9 100 81.6

Again we see that the use of superpixels improves the quality
of the results. As before, some samples have very low quality
predictions (see the m values, and the q1 value for sensitivity
which are low as compared to q2 scores).

Experiment 5: we now weight each superpixel in the learning
phase. Weighting is done as detailed in section 4, Classification
procedure: each superpixel is equipped with a weight inversely
proportional to the number of superpixels in the same tissue
sample with the same (true) label. Any tissue sample now has
an influence similar to the one of any other tissue sample of the
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Fig. 3. Superpixels of a part of a zone of interest of one element of a Mueller matrix are represented here. View size: 79× 73 pixels,
0.37× 0.34 cm. (a) 450 nm, (b) 550 nm, (c) 600 nm.

same (true) tissue label. The threshold is set such that specificity
and sensitivity are equal on the training set.

If we pool all predictions in a single confusion matrix, we
get: specificity = 74.3 %, sensitivity = 83.4 %. Analyzing the
experiment tissue sample by tissue sample yields the following
table

m q1 q2 q3 M a

specificity 44.8 87.1 92.2 98.4 100 85.6

sensitivity 0 91.3 99.0 100 100 85.7

1− re 62.0 86.5 89.2 93.0 97.2 86.6

In this experiment and in the following ones as well, the statis-
tics on 1− re are computed using the set {re (it) , it = 1, . . . It}
(see Eq. (9)).

Experiment 6: we start from experiment 5. Modification takes
place on the threshold determination, which is set to minimize
re, or equivalently to maximize 1− re. This procedure is akin to
the method proposed in this article. We chose ` (a, b) = 1− δa,b.
We get the following table

m q1 q2 q3 M a

specificity 54.2 91.0 94.5 99.3 100 89.1

sensitivity 0 83.2 95.6 99.8 100 82.7

1− re 61.6 86.5 89.7 94.1 97.7 86.9

The figures in the q2 columns in the two preceding tables
may appear surprising at first sight, since the median (q2) value
of 1− re is lower than the median value of both specificity and
sensitivity, whereas 1− re may appear as an average of specificity
and sensitivity (see the annex). In fact, the figures in the tables
are right and can be explained.

On the one hand, each specificity and each sensitivity is com-
puted tissue-wise. We thus get a set of values of specificity and
a set of values of sensitivity. A lot of those values are high, since
the corresponding samples are well labeled by the classifier. But
some samples are not so well labeled by the classifier, and the
corresponding values are not so high. As a result, the median
value of specificity or sensitivity taken across tissue samples is
still high.

On the other hand, we get It values of re. One value of re
results, as an average, from the prediction of 5 tissue samples.
There is a significant probability that a sample difficult to predict
is going to be represented in this set of 5. Therefore, there is a

significant probability that the average (i.e., 1− re) will not be
high.

The sixth experiment shows slightly better results than the
fifth one on the 1 − re score. The classification performance
related to this experience is shown via a Receiver Operating
Characteristic (ROC) curve (see Fig. 4).

B. Extending the classification parameter set and the classi-
fier set

We now consider all Mueller parameters available (see section 3,
Data preprocessing), and work with several standard classifiers.
Among those classifiers, we still consider the decision stump on
the scalar retardance at 450 nm used in the preceding section.

Fig. 5 shows an example of classification of an incoming
tissue, using a decision stump on the linear retardance at wave-
length 550 nm for the classifier. In the intensity image (element
m11 of the Mueller matrix, shown in Fig. 5-(a)), there is no no-
ticeable difference between the healthy zones (two zones in the
lower part of the image) and the three precancerous zones. Clear
differences appear in the linear retardance image Fig. 5-(b). In
this very simple case, the distributions p (X|C) can be easily
visualized on a simple graph, shown in Fig. 5-(c). By plotting
histograms of pixels according to their ground truth (C = 3
for precancerous and C = 4 for healthy), the calculated retar-
dance threshold appears as a frontier between the two groups.
The difference between histograms in the training & validation
group (top) and the testing group (bottom) indicates the influ-
ence of inter-patients variability on the rather limited number of
available samples.

In this study, a range of standard machine-learning strate-
gies are applied. Their performances are compared using 1− re
statistics given in Table 2. In this table, for each family of clas-
sifiers two or more sets of values are presented, depending on
the wavelength (for decision stump) or on the τ-factor. τ rep-
resents the threshold used during variable selection according
to the wrapper approach described earlier. Some classifiers are
also given with a set of values for the discrete parameters at
stake, among which the best value is retained. For example,
classification trees used here could have 1 to 5 splits, the optimal
number being determined by the algorithm itself (see section 4,
Classification procedure).

For a better visualization of the results presented in Table 2
in terms of minimum, quartiles, maximum and average per-
formances, a common boxplot representation is used on Fig. 6.
From this figure, it becomes apparent that most of the classifiers
have similar performances with a majority of runs having scores
between 85 % and 95 %. If we use the median value q2 as a metric
for choosing a classifier, the linear discriminant with a threshold
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Fig. 4. ROC curve for experiment 6. For any given threshold value, a decision is made on each superpixel of each of the 23 tissue
samples; for each tissue, a True Positive Rate (TPR) is computed (if defined) and a False Positive Rate (FPR) is computed (if defined).
For each threshold, with thus get a set of TPRs and a set of FPRs. In doing so, each tissue has the same weight, whereas averaging
TPRs and FPRs across superpixels would give more weight to tissues having more superpixels. By computing the average value
of each set, we get a point on the ROC curve (lower-right curve). We plot another curve (upper-left curve) by computing the me-
dian value of each set. The discrepancy between both curves (between average and median) shows that a few tissues are poorly
predicted. The thresholds selected by the machine learning procedure proposed are plotted as dots on the curves (one dot for each
test run). Subfigure (b): zoom on subfigure (a).
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Fig. 5. Labeling of a given sample. Sample size: 459× 502 pixels, 2.1× 2.3 cm. Usual sample thickness is sample-dependent and may
vary between 0.5 and 2 cm, depending on the deepness of the lesion. Retained classifier: decision stump on the linear retardance,
wavelength 550 nm. Five zones were delineated by the clinician. The three uppermost zones in (a) correspond to precancerous
tissue, the two lowest zones in (a) correspond to normal tissue. (a): intensity image with delineated zones; (b): linear retardance at
550 nm on the zones (linear retardance is here constant across superpixels); (c)-top: distributions p (linear retardance|C) correspond-
ing to the training & validation data; (c)-bottom: distributions p (linear retardance|C) for the testing data; (d): wrong decisions
delineated in red (threshold: 9.5, as learnt for the training & validation set of samples).

τ = 1 % (description (7)) yields what might be considered as the
best results.

Experiment 7: we detail here the specificity and sensitivity
scores of the linear discriminant with τ = 1 %, to allow com-
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Table 2. Statistical Results for Some Standard Classifiers. Statistics Given Are Related to 100× (1− re). Unless Otherwise Mentioned,
i.e., (1) and (2), All Parameters and All Wavelengths Were Considered.

classifier description statistics: m [q1 q2 q3] M− a ; std IQR

decision stump (1) 61.56 [ 86.50 90.19 94.13 ] 97.74 - 86.99 ; 9.98 7.63

decision stump (2) 83.97 [ 88.88 90.70 92.98 ] 95.67 - 90.43 ; 3.00 4.10

decision stump (3) 63.37 [ 87.75 90.70 92.98 ] 95.67 - 89.29 ; 6.21 5.23

classification tree (4) 60.72 [ 85.90 88.91 91.36 ] 95.66 - 87.18 ; 8.14 5.47

classification tree (5) 63.37 [ 86.96 89.09 92.37 ] 95.73 - 88.44 ; 6.20 5.41

linear discriminant (6) 59.45 [ 86.01 89.73 93.52 ] 95.72 - 87.90 ; 8.47 7.51

linear discriminant (7) 60.01 [ 89.41 91.00 94.34 ] 96.67 - 89.86 ; 7.86 4.93

KNN (8) 64.52 [ 82.57 87.76 90.29 ] 94.36 - 85.39 ; 6.73 7.72

KNN (9) 71.30 [ 86.05 90.04 92.21 ] 95.69 - 87.92 ; 6.39 6.16

KNN (10) 71.98 [ 87.90 90.38 91.71 ] 95.70 - 89.06 ; 4.98 3.81

naïve Bayes (11) 54.26 [ 85.04 89.95 92.34 ] 94.11 - 87.24 ; 8.84 7.30

naïve Bayes (12) 55.68 [ 87.23 90.27 93.05 ] 95.98 - 88.71 ; 8.22 5.82

random forest (13) 51.59 [ 86.67 89.18 92.73 ] 95.65 - 87.97 ; 8.52 6.06

random forest (14) 63.37 [ 86.44 89.82 92.40 ] 95.93 - 88.10 ; 7.29 5.96

SVM (15) 63.69 [ 85.03 88.88 92.16 ] 95.56 - 87.17 ; 7.70 7.13

SVM (16) 74.40 [ 86.31 89.32 92.04 ] 94.49 - 88.51 ; 5.14 5.72

PLS (17) 62.59 [ 75.24 84.07 88.48 ] 94.80 - 81.03 ; 9.61 13.24

PLS (18) 52.30 [ 68.83 78.46 83.82 ] 90.92 - 76.67 ; 9.44 14.99

(1) scalar retardance @ 450 nm
(2) linear retardance @ 550 nm (see the remarkable values for m and std)
(3) all parameters
(4) Maximum number of splits ∈ {1, 2, 3, 4, 5}. τ = 0 %.
(5) Maximum number of splits ∈ {1, 2, 3, 4, 5}. τ = 1 %.
(6) Border ∈ {linear, quadratic}. τ = 0 %.
(7) Border ∈ {linear, quadratic}. τ = 1 %.
(8) Number of neighbors ∈ {1, 3, 5, 7, 9, 11, 13, 15, 17}. τ = 0 %.
(9) Number of neighbors ∈ {1, 3, 5, 7, 9, 11, 13, 15, 17}. τ = 1 %.
(10) Number of neighbors ∈ {1, 3, 5, 7, 9, 11, 13, 15, 17}. τ = 6 %.
(11) τ = 0 %.
(12) τ = 1 %.
(13) 20 trees. Maximum number of splits ∈ {1, 2, 3, 4}. τ = 0 %.
(14) 20 trees. Maximum number of splits ∈ {1, 2, 3, 4}. τ = 1 %.
(15) τ = 0 %. Gaussian kernel.
(16) τ = 1 %. Gaussian kernel.
(17) A linear discriminant with a quadratic border is used in the latent space. Latent space dimension ∈ {1, 2, 3, 5, 8, 10, 15, 20}. τ = 0 %.
(18) A linear discriminant with a quadratic border is used in the latent space. Latent space dimension ∈ {1, 2, 3, 5, 8, 10, 15, 20}. τ = 1 %.

parison with experiments 5 and 6. It may be noticed that the
statistics on 1− re are improved.

m q1 q2 q3 M a

specificity 51.2 80.4 93.7 99.3 100 87.9

sensitivity 50.0 92.2 95.7 99.6 100 90.7

1− re 60.0 89.4 91.0 94.3 96.7 89.9

It remains difficult, with the available database, to select
an ideal classifier and the example here should be seen as an
illustration of the use of the proposed framework. The main
conclusion that may be drawn is that many classifiers yield

results of similar quality, and that scores might be improved if
using a perfectly labeled ground-truth. No general conclusion,
such as optimal polarimetric parameter and best classification
strategy, should be drawn from this study, even for the particular
pathology of interest.

The proposed framework allows the comparison of a large
number of machine-learning strategies and it should also be em-
phasized that the present work encompasses other comparable
studies (Mueller imaging tissue diagnostic, [1, 11, 12]). It is well
designed to work with a larger database, supports the addition
of additional classes (low-grade cervical lesions, CIN 1-2, meta-
plasia etc.) and the seamless integration of meta-data concerning
the patients (age, smoking etc.). Transposition to the application
of polarimetry to other pathologies is straightforward.
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Fig. 6. Boxplots of the statistics stemming from the classification procedures considered (see Table 2). X-labels correspond to in-
dexes of the procedures (description column in Table 2).

6. CONCLUSION

In this paper, a principled statistical analysis approach has been
proposed for a Mueller polarimetric clinical study. The proposed
framework comprises (1) a complete preprocessing pipeline, in-
cluding physically admissible retrieval of Mueller parameters,
calculation of polarimetric parameters through Lu-Chipman de-
composition, and dimension reduction through superpixels; (2)
a decision-theoretic classification procedure, allowing to auto-
matically select a classifier among a given set, to determine its
parameters, and to extract the relevant polarimetric parameters
to be considered.

The framework was applied on a previously partially pub-
lished database of 23 conization pieces. We showed that using
superpixels in the preprocessing step improves results. Among
a set of widely used classification algorithms (decision stumps,
classification trees, linear discriminant, KNN, naïve Bayes, ran-
dom forest, SVM, and PLS), a number of approaches yielded
similar results, with scores ranging from 85 % to 95 %. A lin-
ear discriminant classifier was the best suited to the available
database, outperforming strategies proposed in earlier works
(and encompassed in this study). However, no definite con-
clusion as to for example the best classifier to be used can be
drawn from the present study. This task would require the defi-
nition of the best tradeoff between performance and algorithm
complexity, and would necessitate a larger tissue database.

With an increasing number of studies resorting to Mueller
polarimetric imaging, in particular in biological tissue diagno-
sis, there is a need of principled statistical analysis approaches.
Those were lacking in this field. We hope this article will con-
tribute bridging this gap.

Finally, the procedure will be used on other pathologies, with
more than two labels, and using a cost different from the Kro-
necker delta used here. This is left for future work.

APPENDIX : CLASSIFICATION PROCEDURE: A LINK
WITH CONFUSION MATRICES

A confusion matrix point of view on the proposed classification
procedure is given in this section. No additional methodological
points are brought here. The goal is to link the approach with
specificity and sensitivity scores, as well as with classification
accuracy and average class accuracy, which are classically used
in classifier assessment.

The goal is to differentiate normal tissue (in this study,
healthy squamous epithelium (EMS)) labeled c = 0, from ab-
normal tissue (in this study, high-grade cervical intraepithelial
neoplasia (CIN 2-3)) labeled c = 1. Let us consider three tissue
samples, numbered say is ∈ {5, 6, 7}, on which predictions have
been made. This set of indexes has been chosen to differ from
the class indexes 0 and 1, so as to avoid any confusion. These
predictions are supposed to take place in the itht test run. The
corresponding confusion matrices, for tissue types 0 (first raw
and first column in the matrices) and 1 (second raw and second
column in the matrices), are supposed to write α5 β5

γ5 δ5

  α6 β6

0 0

  0 0

γ7 δ7

 . (10)

Let n0 = α5 + β5 + α6 + β6 and n1 = γ5 + δ5 + γ7 + δ7 be
respectively the total number of superpixels labeled 0 and 1
in the ground-truth. Let n = n0 + n1 be the total number of
superpixels involved.

The corresponding conditional empirical risks write

re (5|0) = (α5 ` (0, 0) + β5 ` (0, 1)) / (α5 + β5)

re (5|1) = (γ5 ` (1, 0) + δ5 ` (1, 1)) / (γ5 + δ5)

re (6|0) = (α6 ` (0, 0) + β6 ` (0, 1)) / (α6 + β6)

re (7|1) = (γ7 ` (1, 0) + δ7 ` (1, 1)) / (γ7 + δ7)

re (6|1) undefined

re (7|0) undefined

(11)

Classical assessment scores are

classification accuracy: (α5 + α6 + δ5 + δ7) /n
average class accuracy: 1

2 ( (α5 + α6) /n0
+ (δ5 + δ7) /n1)

specificity: (α5 + α6) /n0
sensitivity: (δ5 + δ7) /n1

The major problem regarding the use of classification accu-
racy as an assessment score appears in the case of imbalanced
classes. If label c = 1 is underrepresented in the ground-truth,
classification accuracy is overwhelmingly determined by the
labeling of superpixels with ground-truth c = 0. A classifier
labeling each superpixel with 0 would then yield a high assess-
ment score, but would not constitute a pertinent choice, since all
abnormal superpixels would be missed.
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Imbalanced tissue samples can also be an obstacle towards
devising an appropriate classifier. In the example taken, tissue
sample 7 could for example constitute a point of view on the
random variables (X, C = 1) different and complementary to
the point of view conveyed by the superpixels in tissue sample 5,
which are samples of (X, C = 0) and of (X, C = 1). If the num-
ber of superpixels in tissue sample 7 is negligible as compared to
the number of superpixels in tissue sample 5 (i.e., more precisely
if δ5 + γ5 � δ7 + γ7), the information conveyed by sample 7
will be left unseen by the procedure. The assessment score will
focus on the point of view of tissue sample 5, and if a fresh tissue
sample similar to tissue sample 7 appears, the classifier selected
by the assessment score will yield a labeling akin to the features
of the superpixel population in 5, which is troublesome as the
fresh tissue should be evaluated in the light of the superpixels
of 7.

The problem related to classification accuracy vanishes with
the use of average class accuracy, where all classes have the same
weight, regardless of the number of superpixels at stake in each
class.

Tissue sample imbalance can be remedied using the following
assessment score

1
2
[ 1

2

(
α5

α5 + β5
+

α6
α6 + β6

)
+

1
2

(
δ5

δ5 + γ5
+

δ7
δ7 + γ7

)
] (12)

which also handles imbalanced classes.
The preceding scores may be interpreted in a probabilistic

framework. The probability of correct classification writes

p
(

Ĉ = 0, C = 0
)
+ p

(
Ĉ = 1, C = 1

)
= p

(
Ĉ = 0|C = 0

)
p (C = 0)

+ p
(

Ĉ = 1|C = 1
)

p (C = 1) .

(13)

The corresponding empirical quantities, denoted using E (.),
write

E
(

p
(

Ĉ = 0|C = 0
))

= (α5 + α6) /n0 = specificity (14a)

E (p (C = 0)) = n0/n (14b)

E
(

p
(

Ĉ = 1|C = 1
))

= (δ5 + δ7) /n1 = sensitivity (14c)

E (p (C = 1)) = n1/n (14d)

As a consequence, classification accuracy may be interpreted
as the empirical probability of correct classification, and average
class accuracy happens to be interpreted as the empirical prob-
ability of correct classification, with the prior class probability
distribution forced to the uniform distribution. This writes

average class accuracy =

E
(

p
(

Ĉ = 0|C = 0
))

p (C = 0)

+ E
(

p
(

Ĉ = 1|C = 1
))

p (C = 1) ,

(15)

where p (C = 0) = p (C = 1) = 1
2 is enforced. It happens

that Eq. (12) may be interpreted as an expression akin to average
class accuracy (see the right hand side of Eq. (15)), with an eval-

uation of E
(

p
(

Ĉ = 0|C = 0
))

differing from Eqs. (14a) – (14d),

the evaluation of E
(

p
(

Ĉ = 1|C = 1
))

having been adapted as
well.

Those quantities will now be linked to the empirical risks at
stake in the proposed approach. The empirical risk for the itht
test run writes

re = [(re (5|0) + re (6|0)) /2] p (C = 0)

+ [(re (5|1) + re (7|1)) /2] p (C = 1) .
(16)

In the present study, we chose ` (a, b) = 1− δa,b and p (C = 0) =
p (C = 1) = 1

2 . Other choices are possible and even advocated
for `, as mentioned in the article. But those particular choices
allow simple and direct comparison to classical procedures, as
will now be shown. This was the very reason motivating these
choices.

With

〈re (is|0)〉is∈{5,6,7} =
1
2
(re (5|0) + re (6|0))

=
1
2

(
β5

α5 + β5
+

β6
α6 + β6

)
〈re (is|1)〉is∈{5,6,7} =

1
2
(re (5|1) + re (7|1))

=
1
2

(
γ5

γ5 + δ5
+

γ7
γ7 + δ7

)
,

(17)

the empirical risk re boils down to

re =

(
β5

α5 + β5
+

β6
α6 + β6

)
1
4
+

(
δ5

δ5 + γ5
+

δ7
δ7 + γ7

)
1
4

(18)

Minimizing re amounts to maximizing 1− re, which writes

1
4

α5 + β5
α5 + β5

+
1
4

α6 + β6
α6 + β6

+
1
4

δ5 + γ5
δ5 + γ5

+
1
4

δ7 + γ7
δ7 + γ7

− re

=
1
4

α5
α5 + β5

+
1
4

α6
α6 + β6

+
1
4

δ5
δ5 + γ5

+
1
4

δ7
δ7 + γ7

,
(19)

and it happens that our approach ends up maximizing expres-
sion (12), with all its nice properties (i.e., imbalanced classes and
imbalanced tissues are take care of). Those properties will held
with other choices for `.

Finally, let us mention that for a given classifier the risk R
also writes

R = ∑
a,b

` (a, b) p (C = a) p
(

Ĉ = b|C = a
)

. (20)

This expression highlights the link between the prior p (C = a)
and the cost ` (a, b), which appear through their product. Loss
and prior should therefore be analyzed simultaneously [24].
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